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Abstract—Personal networks formed within scientific communities and the collaborations they yield are one of the driving
forces behind innovation and new discoveries. Luckily, successful
collaboration produces analyzable data points in the form of
publications that allow us to learn and understand some of the
connections and collaborative structures in a scientific community. Co-author information is one important aspect of this, and
various solutions to the fundamental visualization problems of
co-author graphs exist. In this work, we introduce ColTop, a
multi-level, interactive graph visualization system that allows
users to effectively analyze publication data. It combines coauthor information with other meta-data and information extracted from textual content to support comprehensive analyses.
ColTop includes a novel, heuristics-based approach to create a
meaningful abstraction of co-author networks, and enriches them
with topic information. To demonstrate the applicability of our
approach, we discuss an example analysis scenario based on a
practical data set.
Index Terms—visualization, graph, scientific-community, topiccollaboration

I. I NTRODUCTION
Personal connections and relationships between researchers
are a major driving force behind scientific discoveries and
progress. Their results, in form of publications, are important
data items to consider when analyzing these collaborations and
the structure of scientific communities. A central aspect of this
is co-author information. Various visualization and analysis
approaches (see [1]) have been proposed for this type of data.
Existing graph visualization techniques, when applied to coauthor data, can help users identify both local research groups
and global communities effectively. However, integrated approaches that use abstraction to create meaningful analysis
contexts while maintaining scalability are rare. Especially
information about the contents of the publications, which we
provide visually on an abstract level, helps to more broadly
interpret and understand author networks. Imagine a large
research group of people that all have different roles and
interests. Existing approaches support the identification of
collaboration patterns, such as who is group leader and how
many subgroups does the large group have. However, finegrained analyses, such as the roles of different persons and
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their influence on the research topics of one or multiple
subgroups or group members are unsupported.
In this paper, we present a design study of a node-link
based graph exploration approach that allows users to answer
such questions. Node-link representations are straightforward
to read, while alternative matrix representations require initial
user training for correct analyses. In addition, some analysis
tasks are important to us, such as understanding different
collaboration behavior of individuals and groups based on the
topic of research and other influences are hard to identify in
matrices [2] as they are a combination of link and path-based
analysis.
The main contributions of this work include 1) a visual design to link co-author networks with topic-based abstractions
of the contents of publications, 2) a grouping strategy that
identifies research groups and abstracts the co-author graph
based on them, 3) designs of suitable interactive techniques
that support users with exploring research communities at
multiple levels (global and group-internal) without losing the
larger context. Our system design aims to support several
analysis tasks, including, but not limited to, answering the
following questions:
1) What are the main research topics in a given field?
2) What is the distribution of publications over the identified topics?
3) Who are the key groups and authors in the research
community?
4) What are the different research interests of authors and
groups and how do they correlate with collaborations?
Throughout this work, we use the VIS publication data
set [3] to illustrate our visualization approach. However, other
similar data sets could be used as well. The VIS data set
contains publications from 1990-2015 with a total number
of 2752 papers. For each paper, the authors along with the
abstract section are extracted.
The rest of this paper is organized as follows. Section II
discusses related work. Then we introduce our topic modeling
workflow in Section III. Section IV describes our proposed
solutions to the visualization and interaction design challenges
(Section V). The applicability of our approach is demonstrated
by an analysis scenario in Section VI.

II. R ELATED W ORK
Our design study features a novel, interactive way of
abstracting a node-link-based graph visualization, which is
applied to co-author graphs from scientific literature analysis
enriched with topic modeling information about the nature
of collaborations in a data set. We have thus structured this
section accordingly.
A. Graph Visualization
Visual analysis of graphs is an important problem with many
areas of application. Different techniques have been proposed
that tackle specific problems in visual graph analysis. Von
Landesberger et al. [4] organized this space. They identify
data aggregation, which we use, as one effective methods
to visually handle large networks. Elmqvist et al. [5] use
multiple ways to aggregate graphs based on different data
attributes. Instead of a purely data-driven approach, we use
a heuristic that incorporates domain-specific knowledge. An
alternative technique that makes larger graphs easier to explore
is TreePlus [6]. It transforms them into a tree structure plus
additional cross-links that facilitates incremental exploration,
but does not provide a lucid initial overview.
Others have created techniques that provide context information for nodes in graphs. Shneiderman and Aris [7]
introduce the idea of semantic substrates that place nodes of
a complex graph in different areas to represent data attributes.
Wattenberg [8] uses a similar technique by laying out a
graph on a rectangular grid. Both techniques encode additional
attributes for graph nodes. ColTop, in contrast attaches context
information to edges by either coloring them or reorganizing
the graph structure to introduce collaboration nodes, i.e.,
nodes attached to an edge that provide topic information (see
Section IV). Vehlow at al. [9] use a similar method in which
nodes attached to edges show attribute overlaps between two
nodes.
Our approach abstracts co-authors graphs and represents
sub-graphs as virtual nodes that represent groups. We have
chosen this representation to simplify the graph and provide an
overview that uses a meaningful abstraction. A large number
of other visual methods to represent group structures in graphs
have been proposed, Vehlow et al. [10] provide a survey. One
notable alternative to our visualization is to combine matrix
and node-link visualizations. Henry and Fekete [11] found that
when adding links to the side of matrices, users are much faster
at following links, thus combining some of the advantages
of a matrix visualization with those of a node-link diagram.
NodeTrix [12] is an extension of this concept which abstracts
dense communities in graphs with matrix representations and
connects them through links to convey the larger structure. In
contrast, ColTop relies on a node-link representation, as some
of the tasks we support rely on path-based analysis within local
groups (see [2]). Co-author relations have an inherent dynamic
nature. Visualizing such temporal dependencies in graphs is
another active research area [13]. In this work, however, we
view a current snapshot as a static version of such a network.

B. Scientific Literature and Co-Author Analysis
Scientific literature analysis approaches have focused on
different data types associated with scientific publications,
from meta data to explore a document set [14] over text [15]
and citation data [16] to integrated approaches [17]. A large
number of different algorithms and visualization techniques
have been used for this, see Federico et al. [1] for a survey.
There are a variety of approaches that focus on co-author
data. Ichise et al. [18] use an interactive method to abstract
co-author data and find local communities. Users can explore
the results, but are not provided with context information.
Misue [19] introduces an anchored map visualization technique. Authors and papers are treated as two different sets,
and the network is visualized as a bipartite node-link diagram.
Keim et al. [20] focus on single authors, and visualize their coauthors as rings around them, with the angle encoding number
of collaborations between the authors. The above examples
of visualization designs for co-author data all focus solely
on co-author relations without visually combining them with
additional context.
Other approaches combine co-author data with additional
information, such as citation counts [21]. Alper et al. [22]
apply their set visualization technique to co-author graphs,
assigning authors to pre-defined topics. However, relying on
node-link diagrams with additional links between nodes, the
approach has limited scalability.
C. Visual Topic Modeling
Facilitating users to analyze text collections based on latent
topics is an active research area. One popular approach to
extract topics from large corpora is Latent Dirichlet Allocation (LDA). ParallelTopics [23] is designed to investigate
the results of topic modeling. It includes multiple linked
views that allow the user to explore the topics from different
perspectives. Chuang et al. [24] present an interactive design
to explore PhD theses and their topical overlap from different
departments of their university. Oelke et al. [25] extend visual
topic analysis to several collections or classes of documents
and their correlation with latent topics in a data set. IVisClustering [26] provides interactions to steer results towards
topic clusters consistent with users’ goals. UTOPIAN [15]
extends this paradigm further and offers very fine-grained
user interactions with an underlying topic model. In contrast
to these approaches, ColTop is not designed to explore an
underlying text data set based on its latent topics. Instead, it
provides visual information about the underlying text data set
as context to support the analysis of collaboration patterns in
science.
III. DATA E XTRACTION AND T OPIC M ODELING
To identify research topics from the data set, we use the
latent Dirichlet allocation (LDA) algorithm [27]. As a first step
of the pipeline in Figure 1, the abstract of each document goes
through a typical pre-processing step that includes: tokenization, sentence splitting, part-of-speech tagging, and lemmatization. The results are fed into an LDA implementation [28].

For simplicity, we assume that each document only pertains
to a single topic. As LDA assigns a probability distribution of
topics to each document, we select the topic with the highest
probability for this. We have decided to simplify LDA results
this way, because it conveys important content information
to users, while at the same time keeping the visual topic
information straightforward to interpret. Each topic consists
of a probability distribution over keywords. To get a good
impression of what a topic represents, we select the top 10
words for each one.

Fig. 1: The abstract of each document goes through a preprocessing pipeline that includes: tokenization, sentence splitting, part-of-speech tagging, and lemmatization.
To find a good initial number of topics for our data
set [3], we run the topic modeling algorithm several times
with different numbers of topics as an input parameter and
equal priors α = 1.0 and β = 0.01. We found that five
topics reveal interesting topic clusters from the data set for
further analysis. Figure 2 shows the top 10 keywords per
topic. One possible interpretation for the five main topics
that exist in the VIS data set could be: Topic 1: Flow Field
Visualization, Topic 2: Volume Visualization, Topic 3: Visual
Analytics, Topic 4: Human-Computer Interaction and Topic 5:
Information Visualization.

Fig. 2: Top 10 keywords per topic after running LDA on the
abstract of our data set.
We use a parallel implementation of the LDA algorithm that
uses multiple threads to speed up computations [28]. It follows
the work of Newman et al. [29] with its SparseLDA sampling
scheme and a specialized data structure [30]. Compared to
other approaches, LDA is widely accepted in visual analytics
domain due to the excellent performance. Additionally, it has
a nice interpretation properties and generates non-negative
output. However, LDA has several practical shortcomings
in terms of consistency from multiple runs and empirical
convergence.
IV. V ISUALIZATION
We use the node-link representation to visualize the collaborations between research groups within a scientific community.
First, we apply a grouping strategy to group the authors who

tend to work together into a single node. Second, we use a
force-directed layout algorithm to reduce visual clutter and
achieve an aesthetic representation.
A. Grouping Strategy
Providing meaningful abstractions that allow users to explore a data set on different levels of granularity is highly
conducive to scalable interactive analysis. To provide users
with abstractions of the co-author graph, we devised a domainspecific grouping strategy. It is based on the principle that
authors who often collaborate with each other get grouped in
a single node. The algorithm for identifying groups is listed
in Algorithm 1.
Algorithm 1 Grouping Strategy
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

procedure FIND R ESEARCH G ROUPS(pubList)
for all p ∈ pubList do
leader ← GET L ASTAUTHOR(p)
CREATE N EW G ROUP (leader)
for all p ∈ pubList do
authors ← GETA LL AUTHORS(p)
leaders ← GET L EADERS(authors)
for all l ∈ leaders do
group ← GET G ROUP(l)
for all a ∈ authors do
if IS N OT L EADER(a) then
ASSIGN G ROUP M EMBER (group, a)

First, to identify the groups, we go through all publications
and create a group for each author who appears last on a
published paper (see Algorithm 1 lines 2 - 4). The assumption
of considering the last author as the group leader works well
for CS / VIS publications. However, other communities might
have different practices.
Next, we scan all publications again (see Algorithm 1 lines
5 - 12). For each paper, we extract the group leaders along with
their groups (identified in the previous step) and then assign
the remaining authors as members to all groups that have
participated in this publication. While this has the potential
of assigning false members to groups, users can avoid this
problem by filtering out group members with a low number
of publications (e.g., less than two). On another hand, we
provide the user with an additional aggregation capability that
automatically merges the groups together if they have a large
number of overlapping group members, where the percentage
of overlapping is an input parameter that can be interactively
adjusted by the user.
An edge between two groups has to satisfy two conditions.
First, there should be at least one publication on which
both group leaders are listed as authors. This means that
shared members between groups do not necessarily imply
a collaboration (an edge) between them. Thus, persons that
change their affiliation are covered by the heuristics. Second,
the publication date has to be after the creation date of all
groups that have collaborated on this publication. The creation
date of the group is assumed to be the publishing date of

the first paper where the group leader was the last author.
This prevents papers that a group leader published in the
past as a member of another group from being considered
collaborations between the old and the new group.
Applying the grouping strategy on our data set reduces the
size of the initial graph significantly (nodes by 60%, links
by over 90%). This allows us to provide users with a lucid
overview of the entire data set during analysis. We then present
the data set as a hierarchy of two levels; group leaders and
group members that can both be explored based on the task
at hand.
B. Graph Layout
To obtain an aesthetically pleasing and good arrangement
of nodes and to minimize remaining edge crossings, we use
the Barnes-Hut layout algorithm [31]. The algorithm is fast
enough to allow for interaction in real-time. We use an existing
implementation [32].
To visualize collaborations between nodes and reduce clutter
further, we introduced a new node type, the collaboration
nodes. Hence, a paper published as a result of collaboration
between four groups is depicted as four edges connecting
the four groups with a collaboration node, rather than six
edges connecting the four groups. The collaboration node is
colored according to the topic, providing this information in
a prominent way. As shown in Figure 4, information about
collaboration is instantly accessible to users.
Figure 3 (on the left) shows the resulting node-link network
after introducing collaboration nodes. The collaboration node
is depicted with a diamond shape. The color of the diamond
indicates the topic on which the groups have collaborated. As
shown in Figure 2, each topic has a unique color. The color
brown indicates a collaboration on multiple topics. Figure 3
on the right, shows an alternative visualization where the
collaboration nodes are hidden and the color of edges encodes
topic information. Although the later visualization is less
crowded with nodes, overall topic distribution can be instantly
detected in the former one.
V. I NTERACTION
ColTop features extensive interaction to filter data or get
context information. This helps users to steer the analysis
according to their information need, and to drill down to useful
pieces of information.
A. Overview First
Figure 5 shows the main screen of our system. The screen
is divided into four parts, the graph view at the center of
the screen shows the topic collaboration (colored diamonds)
between research groups (white circles) using a node-link
diagram. On the right, the interaction panel which provides
the user with a set of data filtering options along with detailed
information about the research group under investigation. At
the top, the path bar indicates the level currently inspected
in the hierarchy as a navigation aid. At the bottom, the context panel which displays collaboration information between

members in the lower level and groups in the upper level of
hierarchy. No information is shown in this panel at the root
level.
To support graph exploration, we implemented zoom-in,
zoom-out and panning features. Additionally, when analysts
hover a certain author or group node in the graph, the direct
neighbors of that node will get automatically highlighted. We
also provide the ability to show / hide the collaboration nodes.
While hiding the nodes produce a less cluttered, more readable
graph, showing them provides a better feedback about the
distribution of collaboration topics between groups in the data
set.
B. Zoom and Filter
Different group filtration options are supported, by number
of publications, by number of members or by topic. In addition,
we integrated a search functionality to locate a certain group in
the graph by typing the group leaders’ name. Group merging
is another feature that allows the user to control / reconfigure
the grouping strategy (see Section IV-A). Users can merge two
or more groups if the percentage of overlap in terms of group
members exceeds a specified threshold. This allows them to
change between a more fine-grained and a more granular
picture by merging closely collaborating groups.
C. Details on demand: Selection
When the analyst selects a group node in the graph, the
detailed analysis mode is activated automatically for this
group. In this mode, the analyst can browse the group information panel that shows four different tabs, each tab contains
additional information about the group. The ‘basic’ tab (see
Figure 6d) shows the basic information about the group (i.e.,
the number of members, the number of published papers, the
beginning year of the group). The ‘papers’ tab (see Figure 6a)
shows the distribution of the papers published by the group
in each topic. This information is depicted as a column chart
where each column corresponds to a single topic, the colors
of the columns follow the same color encoding as in Figure 2.
Also, the titles of all papers published by the group get
displayed in one list, one title per row, where the background
color of each row corresponds to the papers’ topic.
The ‘collaborators’ tab (see Figure 6b) shows direct collaborators of the group. This information is depicted as a stacked
bar chart. Each bar corresponds to a single collaborator and
the segments in the bar represent the topic of the collaboration.
The colors of the segments correspond to the colors of topics.
To avoid comparing the heights of segments, we display the
exact numeric value of the segment as a tooltip when the
analyst hovers over it. This chart helps to identify frequent
collaborators of a group along with the topic of collaboration.
The collaboration details tab (see Figure 6c) shows the pattern of collaboration between the selected group and its direct
collaborators. This information is depicted in a small subgraph where the selected group lies at the center and the direct
collaborators forming a circle around it (the outer circle). Each
collaboration pattern is depicted as a diamond shape, whose

Fig. 3: The resulting node-link network after introducing the collaboration node. On the left, collaboration nodes are visible
(the diamond shape). On the right, collaboration nodes are hidden.

Fig. 4: Introducing special nodes allows us to encode collaboration information. On the left, information about a collaboration is distributed over many edges. On the right, information
about collaboration is instantly interpretable.

size corresponds to collaboration frequency. The color of the
diamond corresponds to the topic(s) of collaboration. When
the analyst hovers over a certain collaboration pattern, the
groups that have participated in that pattern get highlighted.
Additionally, the titles of the papers that are involved in that
collaboration get displayed at the bottom. A single collaborator
may be involved in more than one collaboration pattern, and
the total number of collaboration patterns can be determined
by counting the diamonds forming the inner circle around the
selected group.
D. Details on demand: Drill-down
ColTop allows the exploration of group-internal structures.
To do that, users have to double-click the group of interest
which leads to opening another view where they can explore
different collaborations between the members of a group. In
the inside view, the user has the same interaction possibilities
as in the upper-level (see Figure 7a).

In addition to that, the user might be interested in exploring
whether there are any relations between the members of the
group and the groups in the upper-level of the hierarchy. To
show this information, a stacked column chart is displayed
when the user hovers / selects a member. Each column in
the chart corresponds to a group in the upper level, and the
segments in the column represent the topic of collaboration.
Additionally, when the user hovers over a specific segment, the
exact numeric value of that segment gets displayed. This chart
is also helpful when the user hovers / selects a collaboration
node and wants to see if there are any upper-level groups that
have participated in this collaboration (see Figure 7b).
VI. S CENARIO
In this section, we walk through an analysis scenario to
demonstrate how our system supports analysts with exploring
collaboration topics of a scientific community. We run the
analysis scenario based on the VIS publication data set [3]
which contains publications from 1990-2015 with a total
number of 2752 papers. For each paper, the authors along
with the abstract section are extracted. Authors are identified
based on their names. The total number of extracted authors
is 4890.
As the analysts explore the node-link network for the
entire data set, they notice a large connected network of
research groups at the center of the graph surrounded by other
isolated groups. To assess the contribution of research groups
to the research field, the analysts filter out research groups
so that they keep only groups that have published at least
two papers and have at least one member besides the group
leader. Figure 8 shows the resulting graph before and after

Fig. 5: The main screen of our system. (a) The graph view shows collaboration topics between groups. (b) The interaction
panel. (c) The path bar. (d) The context panel.

applying filtration. Apparently, most of the isolated groups
have disappeared.
The analysts start exploring the main graph. By observing
sizes of the groups and using the topic filtration option they
identify groups with the highest contribution per topic and
overall topics. Contribution here corresponds to the number
of publications (see Table I).
Diamond nodes in the graph specify the collaboration
between groups, encoding its topic with color. The analysts
notice that topic 5 (Information Visualization) dominates over
other topics while topic 4 (Human-Computer Interaction) does
not appear as much in the graph. They confirm this by looking
at the resulting node-link graph per topic using the topic
filtration feature.
TABLE I: Top five groups with highest contribution per topic
and overall topics. The contribution here corresponds to the
number of publications.
Topic
Topic 1
Topic 2
Topic 3
Topic 4
Topic 5
Overall

Groups
Groller, E.; Scheuermann, G.; Hagen, H.; Pang, A.; Preim, B.
Kaufman, A.; Ertl, T.; Hamann, B.; Silva, C.T.; Joy, K.I.
Ribarsky, W.; Stasko, J.; Keim, D.A.; Ebert, D.S.; Chang, R.
Bailey, M.; Ertl, T.; Hansen, C.; Moorhead, R.J.; Treinish, L.A.
Keim, D.A.; Groller, E.; Kwan-Liu Ma; Munzner, T.; van Wijk, J.J.
Groller, E.; Kaufman, A.; Kwan-Liu Ma; Ertl, T.; Keim, D.A.

After looking at the overall picture of the data set, the
analysts have become interested in the group led by Ertl, T.
By clicking it, they identify the direct collaborators of Ertl, T.

as they get highlighted. Additionally, the detailed information
about the group is displayed in the tabbed panel on the right.
In the first tab (Basic), the analysts can view basic information
about the group. For example, the group has a total number
of 68 members and has published 45 papers in the data set
(see Figure 6d). The analysts switch to the second tab (Papers)
where they can view the titles of all published papers along
with a column chart showing the distribution of papers over the
topics. For example, the distribution of the 45 papers published
by the selected group is (twenty, eight, seven, six and four)
for topics (two, three, five, four and one) respectively (see
Figure 6a).
In the third tab (Collaborators), the analysts can view the
direct collaborators of the group led by Ertl, T., depicted as a
stacked bar chart. They notice that the group has collaborated
with seventeen different groups. Among them, they identify
two frequent collaborators: Koch, S. with eight collaborations
and Weiskopf, D. with seven collaborations. Also, they observe
that out of eight collaborations with Koch, S., six have been on
topic 3 and two on topic 5 (see Figure 6b). Now the analysts
switch to the fourth tab (Collaboration Details) to further
investigate the nature of the collaborations. By interacting with
the sub-graph (see Figure 6c) they are able to identify fourteen
different collaboration patterns between Ertl, T. group and his
collaborators as listed in Table II.
In the fifth tab, the analysts can view a list of members
who belong to the selected group. In order to explore the

The inside view of the group. (a) The largest connected network centered
around members Bosch, H. and Thom, D. (b) An interesting publication that
involves a collaboration between 17 different authors.

(a)

(b)
A stacked column chart that shows upper-level groups that collaborated on
”Visualization in the Einstein Year 2005” publication: Ruder, H.; Frank, R.;
Weiskopf, D. and Zatloukal, M.

Fig. 7: Drill-down inside the group led by Ertl, T.

(c)

(d)

Fig. 6: The tabbed panel shows information related to the
group led by Ertl, T. (a) Papers tab. (b) Collaborators tab.
(c) Collaborations Details tab. (d) Basic tab.
TABLE II: Collaboration patterns between Ertl, T. group and
his collaborators
Collaborated groups
Koch, S.
Weiskopf, D.
Sadlo, F.
Koch, S.; John, M.
Westermann, R.
Kwan-Liu Ma; Sadlo, F.
Koch, S.; Maciejewski, R.
Weiskopf, D.; Burch, M.
Westermann, R.; Johnson, C.R.
Tomandl, B.
Weiskopf, D.; Ruder, H.; Frank, R.
Weiskopf, D.; Thornton, I.M.; Chen, M.
Koch, S.; Scheuermann, G.; Weber, G. H.
Ebert, D.S.

4
4
2
2

(3
(3
(1
(1

in
in
in
in

Frequency
topic 3 + 1 in
topic 2 + 1 in
topic 1 + 1 in
topic 3 + 1 in
2 in topic 2
1 in topic 2
1 in topic 3
1 in topic 5
1 in topic 2
1 in topic 1
1 in topic 4
1 in topic 5
1 in topic 3
1 in topic 3

topic
topic
topic
topic

Fig. 8: The analyst filters out research groups to keep only
groups that have published at least two papers and have at
least one member besides the group leader. On the left, before
filtering. On the right, after filtering.

5)
1)
5)
5)

collaboration between them they double click the respective
node in the main graph. This opens a group-internal view. It
is composed of a few disconnected node-link networks, each
network resembles a group of members who tend to work
together. The analysts are able to identify the largest connected

network inside the group centered around members Bosch, H.
and Thom, D.
In the inside view, the analysts spot an interesting publication that involves a collaboration between 13 different
authors (12 members + Ertl, T.). When they click on the
publication node (the diamond), the tabbed panel shows its
title: ”Visualization in the Einstein Year 2005: a case study
on explanatory and illustrative visualization of relativity and
astrophysics” classified under topic 4. They additionally notice, from the stacked column chart at the bottom of the screen,
that this publication includes four additional authors from the
group level. This amounts to 17 different authors that have
collaborated on this paper (see Figure 7b).

VII. C ONCLUSION
In this paper, we have introduced ColTop, a visual interactive approach to analyze the topic collaborations between
researchers in a scientific community. Our main contributions
include the integrating of relevant information about the nature
of a collaboration between researchers in our visualization
approach. Additionally, we use a grouping strategy that enables us to view the data set as a hierarchy of two levels.
To demonstrate the applicability of our approach, we have
provided an example of how our system supports analysts
in exploring scientific communities based on a practical data
set. As future work, we plan to extend the current design to
support analysis tasks that deal with the temporal dynamics
and evolution of collaborations over time. One aspect of this
will be to incorporate measures of publication relevance and
author influence based on citation data. In addition, a formal
user study will help to further evaluate the capabilities our
system. Moreover, we are currently working on extending
and applying our design solutions to other domains beyond
scientific literature analysis.
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